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Abstract—This paper presents techniques for tuning an accel-
erated preconditioned conjugate gradient solver with a multilevel
preconditioner. The solver is optimized for a fast solution of
sparse systems of equations arising in computational electromag-
netics in a finite element method using higher order elements. The
goal of the tuning is to increase the throughput while at the same
time reducing the memory requirements in order to allow one to
process very large complex or real systems in single and double
precision using commodity graphic processing units (GPUs). A
threefold memory footprint reduction is achieved by means of
a new format of storing sparse matrices. The acceleration is
achieved by optimizing a sparse matrix-vector product on a
GPU by applying new features of the Fermi architecture. Further
improvements are obtained by introducing more levels into the
preconditioner and the application of a fast sparse direct solver
for the operations executed on a CPU. Numerical results for a
setup consisting of a Fermi GPU (GTX 480) and a Xeon six-core
CPU showed that the proposed approach allows one to handle
systems involving millions of unknowns and reach the speedup
factor of almost 4 compared to the CPU-only implementation.

Index Terms—multilevel preconditioners, SpMV, GPU, PAR-
DISO.

I. I NTRODUCTION

ONE of the emerging trends in computational electromag-
netics (CEM) is the application of commodity GPUs

(Graphical Processing Units) for reducing simulation time[1]–
[5]. For some techniques used to solve electromagnetic prob-
lems eg. FDTD (Finite Difference Time Domain), GPUs can
indeed deliver substantial speedups compared to manycore
CPUs (Central Processing Units) [4], [5], but such spectacular
results cannot be expected in all cases. One of the problems
which is hard to accelerate is the solution of large and
sparse systems of equations resulting from the finite element
discretization of an EM wave equation [6]. Recent studies
have shown [7] that mutifrontal methods of a sparse matrix
factorization cannot be implemented entirely on a GPU and
require intensive communication between a GPU and a CPU.
As a result, the manycore (CPU) implementation of a sparse
direct solver is as fast as the GPU-accelerated one and one
gets no gain from massive parallelism offered by GPUs.
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On the other hand, computational kernels, such as a sparse
matrix-vector product (SpMV) used in iterative techniques
can be implemented entirely on a GPU, and consequently,
iterative techniques for sparse systems are more promisingfor
GPU acceleration. It should be noted, however, that iterative
techniques require good preconditoners for fast convergence.
Many preconditioners used in CEM involve a sparse triangular
solve step. This step is hard to parallelize and often requires
extra memory for storing the preconditioner. Recent studies
have shown that the performance of the sparse triangular
solve on GPUs is typically even lower than of its sequential
implementation on a CPU [8]. Also, the amount of GPU
memory available to a solver is an important (and often
overlooked) limiting factor for GPU acceleration. A single
GPU carries a limited amount of fast memory (currently about
1.5 GB for a commodity graphics card) and this forces one to
consider preconditioners with reduced memory requirements.
Recently, we have proposed [9] a hybrid CPU-GPU multilevel
preconditioner with a moderate memory footprint for solving
a sparse system of equations resulting from FEM using higher
order elements.

In this paper we propose several improvements to the
solver [9] which allow one not only to achieve a much faster
execution in both single and double precision, but also to
accommodate much larger real and complex-valued problems
within fast GPU memory. We demonstrate the superiority of
the new implementation by numerical tests involving problems
that are far too large to be handled by our previously published
scheme.

II. EXISTING IMPLEMENTATION

In order to be able to discuss the tuning of the preconditioner
for solving a sparse system of equations resulting from FEM
using higher order elements and identify throughput and
memory bottlenecks it is necessary to recall basic components
of the implementation [9] and point out its limitations. The
preconditioner operates in the V-cycle, involves only a minimal
transfer between a CPU and GPU, requires no extra GPU
memory and uses the weighted Jacobi smoother implemented
on a GPU and sparse triangular solvers at the lowest level,
implemented on a CPU using Intel’s Matrix Kernel Library
(MKL) version 10.2 update 5 procedures [10]. The compu-
tational kernel of the hybrid solver proposed in [9] relies on
a sparse matrix-vector product which, for high throughput,
was implemented using the ELLPACK-R sparse matrix storage
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scheme [11]. The ELLPACK-R format guarantees the coa-
lesced memory access which is essential for high throughput
[12]. In this format, a sparse matrix is stored row by row with
each row containing an identical number of elements. If a row
contains fewer non-zero elements, it is padded with zeros. The
number of extra zeros to be stored depends on the maximum
number of nonzeros in any row of a sparse matrix. As a result,
these zeros have to be stored thereby reducing the size of the
problem that fits into GPU’s memory. The second drawback
of the preconditioner presented in [9] is the time spent on a
direct solve at the lowest level. Although, procedures from
the optimized Intel MKL were applied, numerical tests have
shown that the direct solver takes almost 50% of the entire
solve time.

III. T UNING THE SOLVER

Other than the speed of the GPU operations, the memory
required for storing the extra zeros and relatively long time
spent on executing CPU operations are the two issues which
have to be addressed in order to achieve better performance.
Therefore the goal of our tuning efforts is threefold:

• To reduce the memory footprint
• To accelerate operations executed on a GPU
• To increase the ratio of the sequential-to-parallel (CPU

to GPU) part of the preconditioner

The first issue, the memory footprint, can be addressed
by applying a more memory efficient sparse matrix storage
scheme. However, one has to bear in mind that the memory
economy has to concur with the speed of the SpMV operation.
To this end, we have developed a new storage format, which
we call Sliced ELLR-T [15]. This new format combines two
features of recently proposed schemes: the speed of ELLPACK
R-T [13] and memory efficiency of the Sliced ELLPACK [14]
scheme. In the former, non-zero elements and their column
indices are permuted and zero-padding is applied so that the
length of each row is a multiple of 16. This yields a coalesced
and aligned access to global memory. Additionally, many
threads operate on a single row while executing the SpMV
operation. In the Sliced ELLPACK format a sparse matrix
is first divided into horizontal slices consisting of several
rows, and each slice is then stored in the ELLPACK format.
As a result, the number of extra zeros is determined by the
difference in length between the shortest and the longest row
in a slice, rather than in a whole matrix. Our new format
Sliced ELLR-T, also divides matrix into slices, yet each slice
is stored in the ELLPACK R-T rather than the ELLPACK
format. Due to these modifications, not only has the new
format a reduced memory footprint but it also accelerates the
SpMV product. Since the speed of GPU operations is also our
focus, we decided to take advantage of new features introduced
by NVIDIA in the Fermi architecture [16]. This architecture
offers a configurable cache and allows concurrent kernel
execution which means that up to 16 different GPU functions
can be executed in parallel. In our SpMV implementation we
used L1-preferable cache configuration (48kB extra cache and
16kB of shared memory for block of threads) as well as up
to 11 concurrent kernels [15]. All in all, taking advantage of

TABLE I
MATRICES GENERATED BY THE FINITE ELEMENT METHOD FOR TEST

PROBLEMS: LOSSLESS AND LOSSY DIELECTRIC RESONATOR FILTERS.

Problem V2real V2clx V3real V3clx
Description lossless lossy lossless lossy

Levels 2 2 3 3
Type real complex real complex

Nonzeros ofA 48538952 25309272 89306020 32886208
Rows ofA 1157456 607232 1102824 420408

Rows: direct solver 209432 109108 66353 24716
Ratio rows A:direct 5.53 5.57 16.62 17.01
ELLPACK-R [GB] 1.72 2.12 3.75 2.68

Sliced ELLR-T [GB] 0.80 0.74 1.29 0.87
compression factor 2.15 2.87 2.90 3.09

Fermi features have resulted in about 20% and 30% speedup
while executing the most time consuming SpMV operations
for real and complex-valued system, respectively [15].

So far we have presented the techniques which we employed
to reduce the memory footprint and accelerate the operations
executed on a GPU. It remains to discuss the improvements
related to a relatively large ratio of the CPU to GPU time.
This goal can be achieved by several ways:

1) Faster execution of the direct solver
2) Reducing the size of the matrix at the lowest level
3) Performing more GPU operations per one direct solve

step

In our previous preconditioner, the lowest level was handled
using Intel’s MKL functions. Unfortunately the Intel’s imple-
mentation of the sparse direct solver, which is available in
version 10.2 update 5 used in our tests, has poor scalability. For
instance, the solution time for the problem considered in [9]
and for six cores is only2% shorter than for one core (32.75ms
and32.23ms, respectively). For this reason we have decided to
replace the Intel solver with University’s of Basel PARDISO
[17], [18] - a direct solver designed for high performance
on homogeneous multicore machines. The new solver shows
much better performance - the solution time using one and
six cores is35.82ms and13.34ms, respectively. Although the
new solver improved the GPU to CPU ratio for the case
when the SpMV is implemented using our previous matrix
storage format, this gain has been offset for the two level
preconditioner by a faster new implementation of the SpMV
operation described above. However, the share of time spenton
the CPU operations can be reduced when the number of levels
is increased. With more levels, more pre- and post-smoothing
operations per one CPU solve step are preformed. Moreover,
adding levels means that higher order finite elements are used
which allows one to use a coarser mesh at the lowest level
[19]. This, in turn, implies that a smaller matrix is processed
on a CPU.

IV. N UMERICAL TESTS

The test platform consists of a GPU - NVIDIA’s GTX 480
(480 cores, 1.5GB memory) and a CPU - Xeon 5680 (6 cores,
3.33 GHz). Note that this setup is different from the one which
we used in [9] (GeForce 285 GTX - 240 cores and Intel i7
- 4 cores, 2.66 GHz). In order to be able to compare the
performance of the tuned preconditioned conjugate gradient
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solver with the one used in [9] we first ran the old algorithm
on a new hardware and compared it to the tuned version, Fig.
1 shows the time required for the relative residual of the sparse
system considered in [9] to become less than10−4. In single
precision, the new hardware allowed us to reduce the solution
time from1.12s to0.87s (22.32%). The tuned version is much
faster - the solution time is only0.62s.

Fig. 1. Comparison of time required to solve a sparse system from [9]
(589446 unknowns) to the accuracy10−4 for various implementations of the
hybrid GPU-CPU preconditioner in single precision. The breakdown of the
total time into the CPU and the GPU parts is denoted by dark andlight color.

To prove the ability of the new solver to handle much larger
problems both for real and complex arithmetic in single and
double precision we have created a new test set based on
the 4th-pole dielectric resonator [20]. Assuming either lossy
or lossless dielectric pucks, and applying the finite element
discretization with the elements of order up to 2 or 3, we
generated 4 large symmetric matrices (real or complex valued)
for a two and three level preconditioner. The tetrahedral mesh
of the structure was generated with the Netgen mesher [21].
The details on these matrices are given in Table I. Note that
the test problems involve sparse systems with over 1 million
(for the real case) or about 0.5 million unknowns (complex
case). The last row in the table shows the memory footprint
for the matrix storage format used in [9] (ELLPACK-R), the
modified storage format used here (Sliced ELLR-T), as well
as the compression factor. It is apparent that with the new
format the memory footprint can be reduced by a factor of
three. For the largest real-valued problem (lossless filter, 3
levels, 89306020 nonzero elements, 1102824 unknowns) the
GPU memory footprint with the new storage format is 1.29GB
for double precision. It would not have been possible to solve
this problem using the GPU used here and the storage format
of [9], since the memory requirements for the ELLPACK-R
format are 2.45GB and 3.75GB in single and double precision,
respectively.

The performance of the GPU-accelerated conjugate gradient
iterative solver with a multilevel preconditioner based on
the weighted Jacobi pre- and post-smoothers was evaluated
relative to the following CPU implementations:

• Cpu1 - the CPU only implementation reported in [9]
(MKL library for the direct solver and the CRS matrix
storage format and SpMV operations implemented using
tuned MKL’s functions, all 6 cores enabled)

Fig. 2. Performance comparison of two implementations of a hybrid GPU-
CPU PCG solver with two-level and three-level preconditioners. The speedups
are relative to two CPU-only versions.

• Cpu2 - also the CPU-only implementation but using
Basel’s PARDISO solver for the CPU part and the Intel
MKL functions for SpMV operations.

The results showing execution times for hybrid GPU-CPU
solvers normalized to time required by the CPU solver are
presented in Fig. 2. For each test case two bars are drawn.
The right bar shows the speedup of hybrid solver tuned using
the techniques proposed in this paper versus the CPU-only
solver using a new direct solver [17], [18] at the lowest level.
The left hand bar shows the speedup of two implementation of
the hybrid GPU-CPU solver versus the CPU-only solver which
was used as a reference in our previous test, i.e. when Intel’s
MKL procedures were used at the lowest level. A full height
bar shows the speedup for the tuned implementation, while the
blackened part of the bar shows the speedup for another GPU-
CPU implementation in which Intel’s solver was applied on
the CPU and the CUSPARSE library for the SpMV operation.
One may regard this implementation as a substitute for our
previous solver for large matrices1. To show the influence of
the tuning related to the GPU and CPU parts of the solver,
the left hand bar for each test case shows the improvement
(in percent) over the basic (untuned) hybrid implementation.

1As explained in previous sections, the ELLPACK-R storage scheme can
not be used for large matrices due to excessive memory usage.For large
problems we have to use a CUSPARSE library to implement the GPU part.
The CUSPARSE library enables one to process sparse matrix vector and sparse
matrix-matrix multiplications on a GPU with matrices stored in memory
efficient CRS format.
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Fig. 3. Comparison of time to converge to the accuracy10
−4, 10−5, 10−6 ,

10
−7 for two three-level solvers in single precision. The time share of the

CPU part is denoted by the dark color.

This improvement is due to our new Sliced ELLR-T format
and the SpMV operation (the middle part of each bar) and due
to the faster direct solver (the top part). For instance, forthe
fourth test case (V3clx) and single precision the performance
improvement over the untuned solver in terms of speedup is
94.2% with 65.9% coming from tuning the GPU part and
28.3% due to tuning of the CPU part. The data presented in
Fig. 2 proves that tuning of the GPU part is more important
for a three level preconditioner. This is because the ratio of the
matrix size solved on a CPU to the matrix size is processed
on a GPU increases with the number of levels (see the 4th row
from the bottom in Table I). Also, three-level preconditioners
yield a better speedup – in both single and double precision
the speedups relative to the CPU exceed3.5 and reach almost
4.

Finally, the last two figures show the solution speed (Fig.3)
and the time share of the CPU part for a three-level solver
and the convergence profiles (Fig.4) for two- and three-level
solvers. It may be seen that that the tuned procedures solve
the large real or complex systems in single or double precision
to satisfactory accuracy in a few seconds.

Fig. 4. Convergence (Euclidean norm of residual vectorr) versus the time
of PCG with multilevel preconditioners in double precision.

V. CONCLUSIONS

A tuned version of a hybrid GPU-CPU preconditioned PCG
solver introduced in our previous paper [9] was proposed. It

has been shown that the tuning allows one to achieve the
speedup factor as high as 4 while the memory footprint is
reduced by a factor of 3. Future work will involve extension
of the solver to multiple right-hand sides.
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