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GPU Acceleration of Multilevel Solvers for
Analysis of Microwave Components with Finite

Element Method
Adam Dziekonski, Adam Lamecki,IEEE Member and Michal Mrozowski, IEEE Fellow

Abstract—The paper discusses a fast implementation of the
conjugate gradient iterative method with E-field multilevel pre-
conditioner applied to solving real symmetric and sparse systems
obtained with vector finite element method. In order to accelerate
computations, a GPU (Graphics Processing Unit) was used and
significant speed-up (2.61 fold) was achieved comparing to a
CPU (Central Processing Unit) based approach. These results
indicate that performance of electromagnetic simulationscan be
significantly improved thereby enabling full wave optimization of
microwave components in more manageable time.

Index Terms—finite elements, multilevel preconditioner, GPU.

I. I NTRODUCTION

T HE finite element method (FEM) with higher order
vector basis functions is commonly used for solving

electromagnetic problems and analyzing complex microwave
components. Higher order basis functions have recently been
introduced for instance in some commercial software tools
used by microwave engineers. Finite element method yields
a sparse system of linear equations in a formAx = b. In
general, the size of the linear problem can reach millions of
equations, which imply that iterative solvers have to be used. If
higher order basis functions are used to set up the equations,
the resulting system can be solved by means of multilevel
techniques [1].

Usually the solution phase is implemented on a CPU
(Central Processing Unit) in a sequential or parallel manner.
In this paper, an approach which uses a GPU (Graphics
Processing Unit) at most steps of the iterative solution is
proposed instead. GPUs are capable of executing hundreds
of threads in parallel. Taking advantage of this parallelism
is an emerging trend in computational electromagnetics, but
so far it has only been used to accelerate FDTD (Finite
Difference Time Domain method [2] [3] [4]), TLM (Trans-
mission Line Modeling method [5] [6]) and ADI (Alternating
Direction Implicit method [7]). All those methods are easily
parallelizable. Also attempts to develop GPU implementations
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for multilevel fast multipole method [8] and for single level
iterative techniques have been reported [9] [10] [11].

In this paper, we present an implementation of an E-field
multilevel preconditioner [1] in the conjugate gradient method
(PCG) and show how it can be applied to solving a system of
equations resulting from the finite element discretizationof a
complex three dimensional electromagnetic problem.

II. FEM FORMULATION

A standard finite element problem is to solve the vector
Helmholtz equation

∇× µ−1
∇× E − ω2εE = 0 (1)

with suitable boundary conditions using method of moments
with local basis functions. To this end E-field is represented
with hierarchical basis functions [12] of up to second order,
and use curvilinear tetrahedral elements. Finite element dis-
cretization transforms eq. (1) into a linear systemAx = b,
which is symmetric and sparse. To enforce appropriate bound-
ary conditions modal expansion of the fields at component’s
ports was used, as described in [13]. Once the excitation is
applied, eq. (1) is transformed into a systemAx = b, where
A is a sparse symmetric matrix andx, b are vectors.

III. E- FIELD MULTILEVEL PRECONDITIONER

When the problem is large, the most efficient approach
toward solving the corresponding system of equations is to
use an iterative solver. One of the most available techniques
is the preconditioned conjugate gradient method (PCG) [14].
The (preconditioned) conjugate gradient method is a simple
iterative process which involves computing matrix vector
products (i.e.Ax), dot products, and vector scaling. Due to
the spectral properties of the system matrixA, the convergence
of PCG scheme for electromagnetic problems is rather poor.
The primary reason for the slow convergence of the iterative
scheme is the presence of eigenmodes that do not satisfy
the divergence-free condition [1]. To overcome this issue a
specialized preconditioner can be employed. One option is to
use a multilevel preconditioner which takes advantage of the
hierarchy of basis functions [1] [16].

Listing 1: Hierarchical Multilevel Field Preconditioner
zE = Hie-ML(rE ,i)
1. zE = 0
2. if i == 0 then

direct solutionME

00
zE = rE (lowest level)
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else
2a. Pre-smoothing (zE , rE ) (highest level)
2b. ri−1

E
= rE −ME

01zE
2c. zi−1

E
= Hie-ML(rE,i-1)

2d. zi
E
= rE −ME

10
zi−1

E

2e. Post-smoothing(zE, rE) (highest level)

A multilevel preconditioner is a set of operations which are
performed in an iterative process (Listing 1). In the case ofa
two-level preconditioner, matricesME

00
, ME

01
, ME

01
, ME

11
arise

from a coefficient matrixA:

A =

(

ME

00
ME

01

ME
10 ME

11

)

and correspond to different orders of basis functions.
Basic operations of a conjugate gradient method may all

be implemented on a GPU. A sparse matrix vector product
(MVP) may be implemented using ELLPACK compression
storage [17] [18], other operations such as dot products and
vector scaling can be executed using functions from CUBLAS
Library [19]). Multilevel preconditioner incudes matrix vector
products, pre- and post- smoothing in steps 2b, 2d, and also
pre- and post- smoothing in steps 2a, 2e (Listing 1).

Zhu and Cangellaris [1] proposed using the Gauss-Seidel
method to implement pre- and post-smoothing procedures,
which gives good convergence. Regrettably, the Gauss-Seidel
method is not easily parallelizable and therefore, one cannot
expect any significant performance when the algorithm is
implemented on a GPU.

In this gain context, a much better choice is a smoother
based on the weighted Jacobi method. In the weighted Jacobi
method one computes a simple matrix vector product and this
operation lends itself to parallelization. The only operation
that is not easy to parallelize and has to be executed on a
CPU is the direct solver in point (2) of Listing 1 (the lowest
level). In our implementation, this operation is executed using
the Intel MKL Pardiso package. Since the direct solver is
executed on the CPU, our implementation of the multilevel
preconditioner requires two data transfers between a GPU and
a CPU. Fortunately, the vectors that are transferred are short
and this communication has hardly any impact on the overall
performance.

IV. I MPLEMENTATION

A. Test Problem

To verify the efficiency of the proposed implementation, a
complex structure of a 9 pole microwave combline filter for the
GSM band with three coaxial cross couplings was analyzed.
Combline resonators consist of posts with drilled holes and
screws. The tetrahedral mesh of the structure was generated
with the Netgen mesher [15]. This resulted in a system of 589
446 equations with the corresponding matrix with 21.7 million
nonzero elements and (on average) 36.9 nonzero elements per
row. Instead of providing the dimensions of the filter we have
decided to upload the matrix to The University of Florida
Sparse Matrix Collection1, which will allow other researchers
to more easily reproduce our results.

1http://www.cise.ufl.edu/research/sparse/matrices/

B. Matrix vector product as a cornerstone operation

Following [18], the ELLPACK-R format was used in the
implementation of the matrix vector product (Tab. I step
(1)). The performance achieved on our GPU (GeForce 285
GTX) and measured in Gflops is comparable with the results
described in [17] and [18]. ELLPACK-R compression allows
one to achieve high performance on a GPU thanks to coalesced
access to global memory [20]. Our implementation of matrix
vector product does not use shared memory. In order to
optimize usage of memory allocated on a GPU we have
divided matrix A into four submatrices (ME

00
, ME

01
, ME

01
,

ME
11). This modification is profitable from the ELLPACK-

R compression point of view. In this format, the number
of extra nonzeros to be stored depends on the maximum
number of nonzeros including all rows of a sparse matrix.
Fewer redundant zero elements are stored in memory when
the matrix is divided into submatrices. Another consequence of
this division is the fact that matrix-vector product from (Tab. I
step (1)) is executed using 4 separate processes (kernels)
(each for one of submatrices). This may prove beneficial in
the forthcoming GPU architectures that allow a concurrent
kernels’ execution [21].

C. Results

In this section, the performance of the PCG method with
a multilevel preconditioner based on the weighted Jacobi pre-
and post-smoothers is presented along with speedups achieved
when using GPU (GeForce 285 GTX, 30 multiprocessors2,
1.48 GHz) vs. CPU (Intel i7 2.66 GHz). The data gathered in
the tests is shown in Table I and Figure 1.

TABLE I
PERFORMANCE OF SINGLE ITERATION OF THEPCGMETHOD WITH A

MULTILEVEL PRECONDITIONER FOR THE TEST FILTER. SIZE OF A = 589
446, NO. OF ITERATIONS IN THE WEIGHTEDJACOBI METHOD (5C,G) = 5

Operation GPU [ms](%) CPU [ms](%) GPU:CPU
1. q = A ∗ d 4.97 (7.21) 18.50 (10.42) 3.72
2. α =

dnew
d′q

0.09 (0.13) 0.15 (0.08) 1.63
3. x = x+ α ∗ d 0.09 (0.13) 0.15 (0.08) 1.71
4. r = r − α ∗ q 0.08 (0.11) 0.19 (0.10) 2.32
5. h = multilevel 64.21 (92.02) 162.99 (89.34) 2.57
5a. zE = 0 0.06 (0.09) 0.24(0.13) 3.71
5b. g = rE 0.08 (0.11) 0.16 (0.09) 2.05
5c. zE = wJacobi 14.04 (20.13) 63.40 (34.75) 4.52
5d. g = rE −ME

01
zE 1.44 (2.07) 3.04 (1.67) 2.11

5e. zE = ME
00
\g 33.75 (48.37) 32.19 (17.64) 0.95

5f. g = rE −ME
10
zE 0.71 (1.02) 3.77 (2.07) 5.31

5g. zE = wJacobi 14.04 (20.13) 60.02 (32.90) 4.27
5h. h = zE 0.07 (0.10) 0.17 (0.09) 2.35
6. dnew = r′ ∗ h 0.10 (0.15) 0.12 (0.07) 1.19
7. β =

dnew
dold

0.00 (0.00) 0.00 (0.00) 0.78
8. d = h+ β ∗ d 0.13 (0.18) 0.27 (0.15) 2.12
9. ||r|| 0.09 (0.13) 0.06 (0.04) 0.71
10. pcg 69.77 (100.00) 182.43 (100.00) 2.61

For CPU computations we used a quad core Intel i7 pro-
cessor, and all operations were implemented using a tuned
Intel MKL in a parallel mode. For this arrangement setup,

2Single multiprocessor contains 8 cores so all in all GeForce285 GTX has
240 cores.
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Fig. 1. Convergence (Euclidean norm of residual vecor r) versus the time
of PCG with mulitlevel preconditioner based on weighted Jacobi.

we achieved 2.61 fold speedup3. This speedup comes from
two factors. The first factor are procedures that contain matrix
vector product in the main PCG loop (Tab. I step 1) and inside
the multilevel preconditioner (Tab. I steps 5c,d,f,g) exert a
significant impact on overall PCG performance. The speedup
obtained for those procedures is from 2.11 - 4.52 and depends
on matrices‘ structure (the number of nonzero elements and
their distribution in rows). Furthermore, the Intel MKL direct
solver (Tab. I operation 5e) which in both cases is executed
on a CPU, takes about 48.37 % of the total time required by
all PCG procedures. Because the direct solver is a common
step in both implementations it constitutes a bottleneck of
the preconditioner. Theoretically, if all operations on a GPU
were infinitely fast then according to Amdahl‘s law [22] the
maximum speedup that could be achieved is182.43

33.75
= 5.39. In

our implementation the speedup is 2.61, reaching 48.46% of
the theoretical limit.

Fig. 1 shows the convergence of PCG with a multilevel
preconditioner based on the weighted Jacobi method. It may
be noticed that single-precision runs for both GPU and CPU
achieved errors as low as10−11 after 50 PCG iterations. This
is quite remarkable since GPU employs only 32 bits both for
storage and computations as opposed to a CPU where 32 and
80 bits are involved, respectively.

V. CONCLUSION

A new GPU implementation of multilevel preconditioner for
a PCG method was discussed in this paper. When a multilevel
preconditioner is used with the weighted Jacobi method for
pre- and post-smoothing operations 2.61 fold reduction of
the solution time is achieved for a GPU (against a CPU)
implementation.

3This speedup increases to 5.24 when the CPU is used in the sequential
mode. In the parallel mode best results are obtained when hyper-threading is
disabled.

In the future we shall focus on memory usage optimization
and improvements of the sparse matrix vector product.

REFERENCES

[1] Y. Zhu and A. Cangellaris,Multigrid Finite Element Methods For
Electromagnetic Field Modeling. Wiley-Interscience, 2006.

[2] S. Adams, J. Payne and R. Boppana. Finite Difference TimeDomain
(FDTD) Simulations Using Graphics Processors.High Performance Com-
puting Modernization Program Users Group Conference, 2007.

[3] S. E. Krakiwsky, L. E. Turner and M. Okoniewski. Acceleration of
Finite Difference Time-Domain (FDTD) using graphics processor units
(GPU). Microwave Symposium Digest, 2004 IEEE MTT-S International,
pp. 1033-1036, June 2004.

[4] P. Sypek, A. Dziekonski, and M. Mrozowski. How to Render FDTD
Computations More Effective Using a Graphics Accelerator.Magnetics,
IEEE Transactions on, vol. 45, no.3, pp. 1324-1327, March 2009.

[5] F. V. Rossi, P. P. M. So, N. Fichtner, and P. Russer. Massively parallel two-
dimensional TLM algorithm on graphics processing units.Microwave
Symposium Digest, 2008 IEEE MTT-S International, pp. 153-156, 15-20
June 2008.

[6] F. Rossi and P. P. M. So. Hardware accelerated symmetric condensed
node TLM procedure for NVIDIA graphics processing units.Antennas
and Propagation Society International Symposium, 2009. APSURSI ’09.
IEEE, pp. 1-4, 1-5 June 2009.

[7] T. P. Stefanski and T. D. Drysdale. Acceleration of the 3DADIFDTD
method using graphics processor units.Microwave Symposium Digest,
2009. MTT ’09. IEEE MTT-S International, pp. 241-244, 7-12 June 2009.

[8] K. Xu, D. Z. Ding, Z. H. Fan and R. S. Chen. Multilevel fast multipole
algorithm enhanced by GPU parallel technique for electromagnetic scat-
tering problems.Microwave and Optical Technology Letters, 52: 502507.
doi: 10.1002/mop.24963

[9] S. Velamparambil, S. MacKinnon-Cormier, J. Perry, R. Lemos, M. Okoniewski
and J. Leon. GPU Accelerated Krylov Subspace Methods for
Computational Electromagnetics.Microwave Conference, 2008. EuMC
2008. 38th European, pp. 1312-1314, 27-31 Oct. 2008.

[10] E. Lezar and D. B. Davidson. GPU-based Arnoldi factorisation for ac-
celerating finite element eigenanalysis. InElectromagnetics in Advanced
Applications, 2009. ICEAA ’09. International Conference on, pp. 380-
383, 14-18 Sept. 2009.

[11] R. F. Carvalho, C. A. P. S. Martins, R. M. S. Batalha and A.F. F. Ca-
margos. 3D parallel conjugate gradient solver optimized for GPUs.Elec-
tromagnetic Field Computation (CEFC), 2010 14th Biennial IEEE Con-
ference on, pp.1-1, 9-12 May 2010.

[12] Z. Ren and N. Ida, ”High Order Differential Form-Based Elements for
the Computation of Electromagnetic Field,”Magnetics, IEEE Transac-
tions on, vol. 36, No. 4, pp.1472-1478, July 2000

[13] J. Rubio, J. Arroyo and J. Zapata, ”Analysis of Passive Microwave
Circuits by Using Hybrid 2-D and 3-D Finite-Element Mode-Matching
Method,” Microwave Theory and Techniques, IEEE Transactions on,
vol. 47, No. 9, pp. 1746-1749, Sep 1999

[14] Z. Bai, J. Demmel, J. Dongarra, A. Ruhe, and H. Vorst.Templates for
the Solution of Sparse Eigenvalue Problems. SIAM, Philadelphia, 2000.
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